
I. MOTIVATION & ITEM BENCHMARK

End-to-End process of dataset creation

• Automatic evaluation metrics for MT and summarization are largely validated 
on high-resource languages, leaving their reliability for linguistically diverse 
Indian languages insufficiently understood.

• Existing evaluations often overlook fine-grained quality aspects and 
robustness under perturbations, limiting trustworthy assessment of generation 
quality.

• Introduce ITEM, a benchmark for fine-grained evaluation of MT and 
summarization metrics in six major Indian languages.
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Dataset Statistics:

• 2,571 source–summary pairs

• 2,604 source–translation pairs

Quality Control:

• Structured QC protocol using 20 representative samples evaluated by 5 

independent expert annotators per language and task, with both numerical scores 

and written justifications.

• Annotator quality measured as the proportion of ratings within ±1 point of expert 

reference scores across all evaluation aspects.

• Inter-annotator agreement analysis ensured consistency and reliability of human 

judgments.

Annotator quality (%) Inter-annotator Pearson correlations

II. MAIN RESULTS & FINDINGS

• Robust outlier detection using Median Absolute Deviation (MAD), Samples with 
robust z-score (> 3.5) were treated as outliers.

• Segment-level Analysis: LLM-based evaluators, especially DeepSeek-V3, show 
the strongest human alignment; TS metrics better capture content dimensions, 
while MT metrics better reflect fluency.

Segment-level Pearson correlations between automatic metrics and human judgments; 

values after ‘/‘ reflect results with outliers removed.

• Language Effects: Metric reliability varies by language; Telugu shows the 
strongest correlations, while Marathi in TS and Hindi in MT are least reliable.

III. ROBUSTNESS ANALYSIS

• GPT-4.1 generated paraphrased summaries, validated by two native speakers for 
meaning preservation, grammaticality, clarity, and detail consistency.

• Metrics were tested under semantic, lexical, structural, and summarization-specific 
noise to assess reliability beyond surface similarity.

• COMET is robust to paraphrasing and synonym replacement, but sensitive to 
structural and meaning-altering noise.

• Language & Aspect Sensitivity: Hindi is most vulnerable and Gujarati most 
resilient; Focus is most stable, while Fluency is least robust.

• Task-specific Effects: Hindi is most vulnerable and Gujarati most resilient; 
Focus is most stable, while Fluency is least robust.

Relative COMET score drops (%) across languages under diverse perturbations 

(top-right: TS; bottom-left: MT)

Relative Pearson correlation drop (%) between human judgments and COMET 

across evaluation aspects under perturbations.

Language-specific Pearson correlations of top metrics across tasks 

(top-right: MT, bottom-left: TS)
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